The variants of an LOD of a 3D building model and their influence on spatial analyses

Filip Biljecki *
3D Geoinformation Research Group, Delft University of Technology, The Netherlands

Hugo Ledoux
3D Geoinformation Research Group, Delft University of Technology, The Netherlands

Jantien Stoter
3D Geoinformation Research Group, Delft University of Technology, The Netherlands

George Vosselman
Department of Earth Observation Science, Faculty of Geo-Information Science and Earth Observation—ITC, University of Twente, Enschede, The Netherlands

ORCID
FB: http://orcid.org/0000-0002-6229-7749
HL: http://orcid.org/0000-0002-1251-8654
JS: http://orcid.org/0000-0002-1393-7279

* Corresponding author at f.biljecki@tudelft.nl

This is an Accepted Manuscript of an article published by Elsevier in the journal ISPRS Journal of Photogrammetry and Remote Sensing in June 2016, available online: http://doi.org/10.1016/j.isprsjprs.2016.03.003

Cite as:

©2016, Elsevier. Licensed under the Creative Commons Attribution-NonCommercial-NoDerivatives 4.0 International (http://creativecommons.org/licenses/by-nc-nd/4.0/)
Abstract

The level of detail (LOD) of a 3D city model indicates the model’s grade and usability. However, there exist multiple valid variants of each LOD. As a consequence, the LOD concept is inconclusive as an instruction for the acquisition of 3D city models. For instance, the top surface of an LOD1 block model may be modelled at the eaves of a building or at its ridge height. Such variants, which we term geometric references, are often overlooked and are usually not documented in the metadata. Furthermore, the influence of a particular geometric reference on the performance of a spatial analysis is not known.

In response to this research gap, we investigate a variety of LOD1 and LOD2 geometric references that are commonly employed, and perform numerical experiments to investigate their relative difference when used as input for different spatial analyses. We consider three use cases (estimation of the area of the building envelope, building volume, and shadows cast by buildings), and compute the deviations in a Monte Carlo simulation.

The experiments, carried out with procedurally generated models, indicate that two 3D models representing the same building at the same LOD, but modelled according to different geometric references, may yield substantially different results when used in a spatial analysis. The outcome of our experiments also suggests that the geometric reference may have a bigger influence than the LOD, since an LOD1 with a specific geometric reference may yield a more accurate result than when using LOD2 models.

Keywords: Geometric reference; 3D GIS; LOD1; LOD2; CityGML

Highlights

• 3D building models may be acquired according to many different acquisition practices.
• Two 3D models of the same building and same LOD may still be considerably different.
• We present 26 valid approaches how to model buildings in LOD1 and LOD2.
• We generate multiple 3D data sets modelled according to the different variants.
• We show their substantial impact when the models are used in spatial analyses.

1 Introduction

One of the most important aspects when specifying the acquisition of 3D city models and describing the metadata of existing models is the level of detail (LOD), a concept that conveys the complexity of the models and their degree of abstraction from the real-world (Biljecki et al., 2014c). The most prominent LOD categorisation is the one found in the OGC standard CityGML (Open
Practitioners and researchers rely on the LOD concept to specify the fineness of the geometry of the models to be acquired. However, specification-wise the LOD is only one of the aspects to consider when acquiring 3D city models because from a geometric standpoint, there exist multiple variants of models within each LOD. For instance, an LOD1 block model (we define the LODs in Section 2) of a building may be modelled in a multitude of possibilities (Figure 1): among other options, the top surface might represent the height at the eaves of a building or the height at the top of the construction. If we ignore the elevation, the footprint may be modelled at the position of the walls, or it may represent a projection of the roof edge polygon to the ground. This example already results in four variants of an LOD1 model, a fraction of all the possibilities, as we show in Section 3.

Figure 1: Four variants (geometric references) of an LOD1 block model. The elevation of the top surface of a block model may be modelled at, among other options, at the eaves and at the top of the construction. Similarly, the footprint (and therefore the walls) may be modelled at the footprint or at the outline of the roof edges. Such combinations result in a multitude of modelling possibilities within the same LOD, which can cause errors in a spatial analysis if not documented properly.

It is our experience that these modelling choices, which we describe as geometric references, are often overlooked by practitioners when acquiring, processing and utilising 3D city models. Furthermore, they are rarely documented in the metadata of the data set, usually because it is not possible to store such information, as in the case with CityGML. The awareness of the geometric reference is important because, as we show in Section 4, different geometric references within the same LOD may lead to considerable differences in the results of a spatial analysis. As a consequence of the ambiguous specifications, this may lead to errors in the utilisation of the models.

In this paper we provide an insight into this topic by covering the following aspects: we (1) derive an inventory of the most frequent geometric references, based on a survey of current practices of
acquisition and modelling (Section 3); (2) run experiments with procedurally generated models in a Monte Carlo simulation and show that using models of the same LOD, but with different geometric references, potentially leads to substantially different results differing between use cases (Section 4). Our experiments and the underlying method can be used to determine the optimal specification suited for a specific use case of a 3D city model. Furthermore, we (3) propose a number of recommendations, such as an extension of the INSPIRE Building model standard (Section 5).

While we focus on CityGML, our work is applicable to any other 3D standard and LOD taxonomy, as we did not encounter any that regards geometric references.

2 Background and related work

We define a geometric reference as the modelling choice of the boundaries of the captured feature. This concept is orthogonal to the concept of LOD, since the LOD refers to the spatio-semantic richness of the representation (Stadler and Kolbe, 2007; Biljecki et al., 2014c). The relation between the LOD and geometric reference concepts is outlined in Figure 2.

Figure 2: The orthogonal relation between the LOD and geometric reference concepts. The image contains five LODs (four block models and a more detailed model). Within each of these LODs there exist multiple variants of geometric references. This example illustrates the different geometric references for the height of the block models (heights at the eaves, half of the height of the roof structure, and top height of the building). The figure is limited since it is only a subset of the possible LODs and GRs.

In this research, we focus on the two geometric references that, in our opinion, account for the majority of the ambiguities found in practice:
• Vertical reference of the top surface of block models: what does the elevation of the top surface of the block model represent. This is applicable to LOD1 models only.

• Horizontal reference of the footprint: what does the footprint (and the generated walls) represent. This is applicable to both LOD1 and LOD2 models, and to some extent to LOD3 models which are derived by supplementing LOD2 models with detailed façade geometry (Becker, 2009), and mixed-LOD models (Novaković, 2011; Franić et al., 2009; Arroyo Ohori et al., 2015a). This reference is also relevant in 2D GIS (maps), e.g. in ground plans containing 2D building footprints, which as well can be modelled according to multiple references.

2.1 Acquisition of LOD1 and LOD2 models and their ambiguities

In the standard CityGML, an LOD1 model is described as a block model with flat roof structure, and it is the coarsest volumetric representation that the standard contains. These models are frequently derived by extruding a footprint to a height derived in separate measurements (Ledoux and Meijers, 2011; Arroyo Ohori et al., 2015b), and are increasingly available as open data (Kolbe et al., 2015; Stoter et al., 2015). While LOD1 models are coarse, they may be very accurate and are used in a number of applications (Van den Brink et al., 2013; Biljecki et al., 2015c), as they provide a favourable balance between simplicity and usability (Hofierka and Zlocha, 2012). For instance, they may be used in assessing the propagation of traffic noise (Czerwinski et al., 2007; Stoter et al., 2008; Ranjbar et al., 2012), in shadow analyses (Strzalka et al., 2012), and line of sight analyses (Yaagoubi et al., 2015).

An LOD2 model has generalised roof shapes (Kolbe, 2009; Gröger and Plümer, 2012). As a result, and owing to the practice that their walls are frequently derived as projections from roof edges, LOD2 models usually do not contain explicitly modelled roof overhangs. Thanks to the increased detail over LOD1 models, they are used for a larger number of purposes, for instance, in the determination of the usable space of a building (Boeters et al., 2015), improvement of satellite positioning (Wang et al., 2013), and in the estimation of the solar irradiation of the rooftops (Biljecki et al., 2015a).

The reason for the existence of the multiple geometric references lies in the lineage: the different workflows and approaches for acquiring 3D city models. This is especially the case for LOD1 and LOD2 which are largely derived automatically or semi-automatically with a number of different techniques (see Haala and Kada (2010), Tomljenovic et al. (2015), Musialski et al. (2013), and Verdie et al. (2015) for overviews).

Figure 3 clarifies this diversity by showing some of the general scenarios to derive LOD1 and LOD2 models: (left) the acquisition with airborne techniques, (right) with terrestrial observations coupled with the information about the height, and (centre) the scenario of the combination of the airborne and terrestrial measurements.

Airborne techniques (airborne laser scanning—ALS, and photogrammetry) are frequently employed for deriving LOD1 and LOD2 models (e.g. see the work of Suveg and Vosselman (2004),
Some of the common acquisition workflows resulting in different geometric references.

Xiong et al. (2015), Rottensteiner (2003), Sirmacek et al. (2012), and Demir and Baltsavias (2012)). These techniques generally involve the acquisition of the roof surface, and subsequently the projection of its edges to the ground to derive the walls and the footprint. This inherently causes buildings to be wider than they are in reality. In such a scenario, LOD1 models are usually derived by constructing a horizontal plane at an elevation such as roof edges or roof ridges, and LOD2 models do not contain differentiated roof overhangs—they are part of the (combined) geometry of the roof.

When airborne techniques are supplemented with terrestrial measurements, such as a geodetic survey (centre example), the footprint and walls are at their actual position. Their location also serves as a constraint for the reconstruction of the models. For instance, in case of ALS, only points with planar coordinates within the footprint are considered in the reconstruction of a building. This means that in the reconstruction of the LOD2 model the roof surface may be smaller with the roof edges reduced, since the area representing the roof overhangs is usually not included, as it is constrained by the footprint polygon. When producing LOD1 models, the elevation of the top surface is commonly derived from a statistical analysis of the LiDAR data, such as the median or average of the heights of all points within the footprint. Both the LOD1 and the LOD2 models are shown in the centre example.

Finally, the example on the right indicates the extrusion from 2D footprints in combination with various forms of attribute data, such as the number of floors (Over et al., 2010; Goetz, 2013; Coors, 2003), or a building height derived in cadastral measurements, e.g. height at the eaves (Aringer and Roschlaub, 2014; He et al., 2012a).

A prominent technique of deriving LOD1 and LOD2 models, that is outside this observational context, is generalisation from existing models of finer LODs (Diakité et al., 2014; El-Mekawy et al., 2011; Mao et al., 2012; Forberg, 2007; Zhao et al., 2012; Li et al., 2013). In the same way, most papers on generalisation do not specify the horizontal and vertical reference of the generalised models.
2.2 Related work

The INSPIRE Building model is a relevant source on this subject, as it provides metadata to express the references in 3D city models, and we cover the document in Section 3.1.

The research of Biljecki et al. (2014b) investigates what are the possible heights of the LOD1 top surface. We extend the work by involving more vertical references, cover the horizontal references (footprint), include LOD2 models, and take into account multiple spatial analyses.

Brasebin et al. (2012) partially investigated this problem. They term the different horizontal references as *modelling choices* and estimate the influence of two references on the estimation of the sky view factor—the degree to which the sky is obscured by surrounding buildings (Johnson and Watson, 1984).

Sargent et al. (2015) point out that different users prefer different height values of buildings in 2D topographic databases, and recommend that national mapping agencies should provide more than one building height value. The values are termed as *building height characteristics*.

Pedrinis and Gesquière (2016) acknowledge multiple forms of footprints as *inconsistencies*, and deem them inconvenient when matching data sets from multiple databases. In their work they present a remedy for correcting the offset between two data sources caused by different geometric references, to allow their merging.

Oude Elberink (2008) recognised the problem of the ambiguity of the uncertain reference of the footprint when reconstructing the LOD2 models from point clouds in conjunction with 2D data. The research does not further investigate this topic, but it is important to mention as one of the first sources we have found that indicates the implications of unknown geometric references, e.g. in the combination of multiple geo-data sources to produce models of unknown lineage.

2.3 Refinement of LODs

Considering that the geometric references are related to the concept of LOD, it is important to consider the related work in LOD definitions.

There have been recent efforts such as Benner et al. (2013), Löwner et al. (2013), and Biljecki et al. (2016) to redefine the well-known CityGML LODs to cope with the increasing number of acquisition techniques, ambiguities, and use cases. As a result, Biljecki et al. (2016) have extended the traditional LODs of CityGML to reflect the actual acquisition practices and to provide the industry with a more precise scheme to express the LOD of a 3D city model. They have refined the LOD1 and LOD2 models into four sub-LODs in each group. The previously introduced Figure 2 also illustrates an example for this context: the first four LODs are variants of LOD1 models which increase in their complexity: LOD1.0 contains aggregated buildings, LOD1.1 mandates individual buildings, LOD1.2 is derived from fine footprints, and in LOD1.3 the extruded block model may have multiple heights.
We regard the improved specification as follows. First, the geometric references that we investigate are applicable to the refined LODs, however, in the experiments we focus the most common LOD1 and LOD2 models available in practice (LOD1.2—individual buildings of a fine footprint extruded to a single height, and LOD2.1—simple LOD2 models without roof overhangs). In Figure 4 we show the relation between the two concepts. Their specification refines the standard LODs into 16 refined LODs. Each of these may be modelled according to several different geometric references (e.g. LOD1.2\textsuperscript{GR1}, LOD1.2\textsuperscript{GR2}, etc.), resulting in a large number of different representations.

Second, the refined specification differentiates a finer version of the LOD2 model, specified as LOD2.3, that is acquired as a combination of terrestrial and airborne techniques (centre case shown in Fig. 3), where the roof overhangs are explicitly modelled. Such models are not common in practice, but they are of higher quality and they diminish deviations from the real-world since both the footprint and roof edges are at their actual location. We include this LOD2 variant in our experiments (Section 4) and investigate the relative difference between it and its coarser LOD2 counterpart across different geometric references.

3 Inventory of the references in LOD1 and LOD2

3.1 The INSPIRE Building Model

The INSPIRE Data Specification for the spatial data theme Building (INSPIRE Thematic Working Group Buildings, 2013; Gröger and Plümer, 2013) covers 2D and 3D representations, and focuses
on the footprint and elevation in the context of buildings, representing a solid foundation for this paper.

The specifications mandate that the horizontal and vertical levels of a building that was chosen to represent its footprint and elevation have to be documented. It presents a code list and definition of a number of references of buildings in LOD1 and LOD2, that are intended both as descriptors of the geometric representation and attributes (e.g. in 2D data). These references are represented by a value type horizontalGeometryReference or ElevationReferenceValue, i.e. a list of self-explanatory elements considered to capture a horizontal or vertical geometry.

For the vertical reference (elevation of the top surface of the LOD1 block model), this is realised through the attribute verticalGeometryReference3DTop, and a value from the corresponding code list ElevationReferenceValue, such as topOfConstruction. The list is extensive as it takes into account uncommon cases, for instance, the case where the height of the eaves is not equal (e.g. the eaves on one side of the building are higher than the eaves on the other side). At the same time, the standard contains the value generalRoof, which is ambiguous considering that it may refer to any point on the roof.

While the standard recommends a number of references for the top surface in LOD1, as we show in Section 3.2, this list is not complete. For instance, another relevant value may be the highest point of a building (not to be confused with topOfConstruction), a height level that includes above-roof elements such as chimney and antennas, and that is frequent in generalisation, where the coarse models are sometimes constructed as bounding boxes capturing the extent of a building. This level is a possible value in the code list ElevationReferenceValue as highestPoint, but for some reason it is not listed as a recommended value for verticalGeometryReference3DTop.

The second relevant concept is the footprint, which is also covered by the INSPIRE Building model. The reference for the geometry of the footprint is expressed through the HorizontalGeometryReferenceValue, with possible values such as footprint and roofEdge. This reference is applicable to both LOD1 and LOD2.

3.2 A survey of geometric references in practice

We have made a survey of current practices of horizontal and vertical references in LOD1 and LOD2 through an extensive review of research papers that deal with the acquisition of 3D city models, by contacting acquisition companies, and by investigating the specifications of national mapping agencies (NMAs).

An overview of research papers such as Mao et al. (2012); He et al. (2012b, 2013); Guercke et al. (2011); Diakité et al. (2014); Commandeur (2012); Oude Elberink et al. (2013); Hermosilla et al. (2012); Schwalbe et al. (2005); Zhang et al. (2006); Brasebin et al. (2016) yielded an extensive overview of the references, but also strengthened our impression that the majority of research papers that describe methods to acquire buildings do not explicitly elaborate on the employed geometric reference.
The specifications of local governments and national mapping agencies contained some information about the geometric references. We have obtained them through publicly published specifications of data or tenders (e.g. Netherlands—Stoter et al. (2014), UK—Ordnance Survey (2014) and Sargent et al. (2015), Germany—AdV (2011, 2013); Aringer and Roschlaub (2014), and Switzerland—Swisstopo (2010)), and through our involvement in the EuroSDR 3D Special Interest Group (Stoter et al., 2015).

Most of the references that we have found are standardised by the INSPIRE Building model (Section 3.1). However, while INSPIRE provides a sizeable list of vertical and horizontal geometric references, we have discovered that there are additional values occurring in practice, rendering the standard incomplete. We list these below.

### 3.3 Vertical geometric references (top of the LOD1 block model)

Our survey has shown that the height of the top surface of the LOD1 block model may be modelled at a multitude of elevations. We list and describe them in details, and group them into three categories. For each height reference we assign an internal shorthand for easier referencing in the continuation of the paper, and in Table 1 we give an overview with a relation to the INSPIRE Building model where possible. Table 1 also shows that the INSPIRE Building model does not cover all references, hence this inventory can be seen as possible extension the standard (this is elaborated in Section 5).

#### A. References related to the roof structure

As indicated in Section 2.1, the vertical geometric references are mostly related to the roof structure, and this category accounts for most of the specifications observed in the survey. For instance, in photogrammetry the height of LOD1 models is usually taken from the roof edges or at the ridge of the roof.

**H0** Height at the roof edges. Because of the roof overhangs, roof edges may have an elevation that is lower than the one of the highest point of the walls, hence this is the lowest point of the roof structure, and therefore the lowest possible reference of the top surface.

**H1** Height at the roof eaves (the intersection of the roof and the wall plane; see Fig. 1). This value is common in terrestrial measurements, and it is usually not visible for airborne techniques. It corresponds to the reference H0 in the case when there are no roof overhangs.

**H2** Height at one third of the height of the roof structure (with H0 as the lowest point of the roof structure).

**H3** Height at half of the height of the roof structure.

**H4** Height at two thirds of the height of the roof structure.

**H5** Height at the top of the roof (top ridge). This is a value typical in the generalisation from models with a finer LOD. It can also be derived from point clouds.
**H6** Height at the top of the construction of the building. This value encompasses the whole construction (similar to a bounding box), and it is usually used with generalisation from LOD3 where antennas and chimneys are available. In case there are no such structures that extend beyond the top of the roof, the value corresponds to H5.

**B. References based on the statistics of a point cloud** Many LOD1 models are derived from airborne LiDAR data by extruding the footprint to a certain height derived from the points whose projection is within the footprint of the building (see the central scenario in Figure 3). Some of these references overlap with certain references in the previous category, however, a norm is to take the average or the median height of all points within a footprint (Arefi et al., 2008; Stoter et al., 2014).

This approach is ambiguous and it depends on the characteristics of the ALS survey, and the reflection properties of the various roof surfaces of a building. For instance, due to the relative position of the aircraft, in one occasion the point cloud of a building may contain only points that represent the roof. However, in another survey the point cloud of the same building may contain lots of points representing walls (if not filtered), essentially resulting in a different elevation of the median of the heights and other similar statistically derived heights from a point cloud.

**HL-avg** Height derived from the average of the heights in a LiDAR point cloud. For buildings with sloped roof in practice it is usually between H2 and H4, however, for flat roofs without roof structures it may be below the elevation of the roof due to points on walls if not filtered.

**HL-med** Height derived from the median of the heights in a LiDAR point cloud, favoured over the average to filter outliers. In practice it is usually between H2 and H4, however, for flat roofs it may also be below H0 if points on the wall are not filtered.

**HL-max** Height of the highest elevation in the point cloud. If there is no vegetation, usually it corresponds to H6.

**C. Non-elevation attribute references** We have encountered a number of 3D city models obtained with the extrusion of footprints to an elevation that is available as an indirectly derived attribute such as the number of floors (Over et al., 2010; Goetz, 2013; Coors, 2003). Such attributes are not overly reliable for determining the height of a building, but nevertheless they are not uncommon as they provide an approximate height that may be sufficient for visualisation and similar purposes (Glander and Döllner, 2009; Kwan, 2000). We jointly refer to this reference as:

**Hx** Height derived from non-elevation data, such as the number of floors (e.g. number of floors \( f \) multiplied by an assumed floor height \( h \)).
Table 1: List of vertical geometric references (representations for the height of the top surface of the LOD1 block model). The equal sign means that the reference is re-used from INSPIRE. The asterisk (*) indicates that generalRoof could correspond in most of the cases, but not always (especially in the case of flat roofs).

<table>
<thead>
<tr>
<th>Code (§3.3)</th>
<th>Height at</th>
<th>INSPIRE ref.</th>
<th>Our ref.</th>
</tr>
</thead>
<tbody>
<tr>
<td>H0</td>
<td>Roof edges</td>
<td>generalRoofEdge</td>
<td>=</td>
</tr>
<tr>
<td>H1</td>
<td>Roof eaves</td>
<td>generalEave</td>
<td>=</td>
</tr>
<tr>
<td>H2</td>
<td>One third of the roof height</td>
<td>generalRoof</td>
<td>oneThirdRoof</td>
</tr>
<tr>
<td>H3</td>
<td>Half of the roof height</td>
<td>generalRoof</td>
<td>halfRoof</td>
</tr>
<tr>
<td>H4</td>
<td>Two thirds of the roof height</td>
<td>generalRoof</td>
<td>twoThirdRoof</td>
</tr>
<tr>
<td>H5</td>
<td>Top of the roof (i.e. ridge)</td>
<td>topOfConstruction</td>
<td>=</td>
</tr>
<tr>
<td>H6</td>
<td>Highest point of the building</td>
<td>highestPoint</td>
<td>=</td>
</tr>
<tr>
<td>HL-avg</td>
<td>Average height of the point cloud</td>
<td>*</td>
<td>avgHeightLiDAR</td>
</tr>
<tr>
<td>HL-med</td>
<td>Median height of the point cloud</td>
<td>*</td>
<td>medHeightLiDAR</td>
</tr>
<tr>
<td>HL-max</td>
<td>Maximum height of the point cloud</td>
<td>*</td>
<td>maxHeightLiDAR</td>
</tr>
<tr>
<td>Hx</td>
<td>Varies. E.g. $f \times h$</td>
<td>N/A</td>
<td>NonEleAtt</td>
</tr>
</tbody>
</table>

3.4 Horizontal geometric references (footprint of LOD1 and LOD2 models)

The list of horizontal geometric references is shorter, and it is closely related to the used acquisition technique. The two main references (accounting for virtually all models we have found) are:

**F0** The footprint is modelled at its actual location. This reference is typical for terrestrial measurements, and it corresponds to the INSPIRE reference footprint.

**F1** The footprint is derived as a projection of the roof edges of the building. In case there are no roof overhangs it corresponds to F0. How much a model with F1 deviates from the reality essentially depends on the length of the roof overhangs. INSPIRE labels this reference as roofedge.

In Oude Elberink (2010) and Schwalbe et al. (2005) we have encountered an artificial reference that is derived by offsetting the F1 footprint by a fixed length to “compensate” for the roof overhangs to produce models that attempt to resemble closer the reality. Such reference applies to LOD2.1 models—the measured roof edge is truncated by a distance $d$, and to LOD2.3—the walls are offset by a distance $d$, preserving the roof edges, and resulting in a LOD2 model with explicitly modelled roof overhangs of a predetermined fixed distance. In areas where buildings with overhangs are predominant and the value of $d$ is close to the average size, such straightforward practice may provide models of a higher quality.

We use the code Fd to describe this reference, and in our experiments we use the value $d = 20$ cm as in Oude Elberink (2010). It is important to note that this transformation is employed on all
buildings, including the ones with no overhangs, potentially resulting in a smaller footprint than it is in reality. This reference is not discussed in the INSPIRE Building model.

On top of these three references, which in our experience cover all the models found in practice, the INSPIRE Building model defines three additional references aboveGroundEnvelope, envelope, and lowestFloorAboveGround, which define footprints for special cases of buildings and models, such as taking into account the underground structure when it is larger than the horizontal extent of the building above the surface. Because we have not encountered such cases in practice, we do not include them in our work.

Similarly as in the previous table, in Table 2 we give the list of horizontal references for the footprint of a building.

Table 2: List of horizontal geometric references (the footprint of LOD1 and LOD2 models). The equal sign means that the reference is re-used from INSPIRE.

<table>
<thead>
<tr>
<th>Code ($§3.4$)</th>
<th>Footprint at</th>
<th>INSPIRE ref.</th>
<th>Our ref.</th>
</tr>
</thead>
<tbody>
<tr>
<td>F0</td>
<td>Actual location footprint</td>
<td>=</td>
<td></td>
</tr>
<tr>
<td>Fd</td>
<td>Roof edges offset by a fixed distance N/A offsetRoofEdge</td>
<td></td>
<td></td>
</tr>
<tr>
<td>F1</td>
<td>Roof edges roofedge =</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

4 Influence of the geometric references on a spatial analysis

It is a priori obvious that utilising models with different geometric references may result in substantial deviations in spatial analyses sensitive to the geometry, such as computing the volume of buildings and estimating their shadows. On the other hand, in some spatial analyses, such as the estimation of flooding, different geometric variants might not have a significant impact.

The goal of the experiments is to investigate numerically the differences between models of different geometric references when employed in a spatial analysis, and to obtain insights how geometric references affect the outcome of a particular spatial analysis. We perform a Monte Carlo simulation on a large set of procedurally generated buildings that we have adapted for this project, and we run the models through three spatial analyses to determine the deviation of each representation. Because each building is different, it has a different influence on such analysis, hence experiments need to consider a large number of dissimilar buildings. For instance, an LOD1 with the reference H6 is different in the case of a building with a chimney, and another building of the same dimensions without a chimney.

4.1 Methodology

Our method consists of three steps, which are explained below in more detail.
1. Data acquisition: Procedural modelling of buildings and realisation of 3D models with multiple geometric references.

In the first step we generate a large number \( n \) of different 3D building models. For this purpose we use the CityGML procedural modelling engine Random3Dcity developed by Biljecki et al. (2014a), which we have extended to produce 3D city models in several geometric references according to the descriptions presented in Section 3. The engine first generates a large number of different buildings in a parametric form to take into account a large number of dissimilar scenarios, according to a customised shape grammar that resembles a specific real-world setting. The shape grammar has been adjusted to produce buildings that are predominant in Europe, and the values of building parameters (e.g. building height) have been sampled from a uniform distribution function according to the range of most residential buildings. Afterwards, the engine realises the models in CityGML in multiple LODs and in multiple geometric references.

We use procedurally generated models because in practice it is difficult to obtain data in more than one representation (Biljecki et al., 2015b). Simulated GIS data has been used previously in research, primarily in experiments to assess uncertainty in spatial analyses (Li et al., 2000; Burnicki et al., 2007). Furthermore, such models provide an unlimited source of diverse data, the ground truth is known, and they are not burdened with acquisition errors. In real-world data it would be difficult to isolate the deviations caused by acquisition errors, and the ones induced by the different geometric references.

Figure 5 demonstrates an example of one building generated with the procedural modelling engine with the considered representations. Observe the two variants of LOD2: the LOD2.1, and LOD2.3 with the explicitly available roof overhangs. In the latter, the roof edge is always represented at its actual location, but the body of the building varies.

2. Data utilisation: Performing a spatial analysis of the different representations.

In order to estimate the influence of the different specifications, we use each model as an input of a spatial analysis. For this task it is required to have a spatial analysis that results in unambiguously quantifiable results, hence, applications such as navigation and urban planning are excluded.

Each representation \( r_i \) of a building \( b \) is used in a spatial analysis \( A \) producing a result \( R = A^b_{r_i} \). For each building, also its ground truth \( GT = A^b_{gt} \) is computed, which is known because the models are procedurally generated.

3. Evaluation of the deviations.
In this step we compare the different results and compute the errors for each LOD/GR combination. For each building \( b \), and for each of the used representations \( r_i \), the error in the result of a spatial analysis \( A \) is calculated as

\[
\epsilon(A)_{ri}^b = R - GT = A_{ri}^b - A_{gt}^b
\]

To put this residual in perspective, we also calculate the relative error

\[
\rho(A)_{ri}^b = \frac{R - GT}{GT} = \frac{\epsilon(A)_{ri}^b}{A_{gt}^b}
\]

Afterwards, for each of the representations the root mean square error (RMSE) values are derived:

\[
\text{RMSE}_{\epsilon(A)} = \sqrt{\frac{\sum_{b=1}^{n} (\epsilon(A)^b)^2}{n}} \quad \text{RMSE}_{\rho(A)} = \sqrt{\frac{\sum_{b=1}^{n} (\rho(A)^b)^2}{n}}
\]

where \( n \) is the number of buildings.

### 4.2 Investigated spatial analyses

In order to benchmark the different geometric references in a spatial analysis, and to investigate the relative differences in the results between multiple analyses, we have selected three use cases of 3D city models described below.
4.2.1 Analysis 1: Area of the building envelope

The information of the building envelope provides valuable input in several applications, and 3D city models are frequently used for this purpose. For instance, in assessing the cost of energy-efficient retrofitting of a building (Nouvel et al., 2013; Previtali et al., 2014), estimating the loss of energy in households (Kaden and Kolbe, 2013, 2014; Eicker et al., 2014), estimating indoor thermal comfort (Chwieduk, 2009), predicting cooling requirements (Perez et al., 2013), thermal simulations involving computational fluid dynamics (Hsieh et al., 2011; Maragkogiannis et al., 2014), analysing the urban heat island effect (van der Hoeven and Wandl, 2015), and in urban design evaluation (Yang et al., 2007).

The area of the building envelope is calculated as the sum of areas that comprise the shell of a building. We have implemented a software prototype that calculates the area from CityGML models.

4.2.2 Analysis 2: Volume of the building

Estimating the volume of a building has gained substantial attention in 3D GIS (Steuer et al., 2015; Biljecki et al., 2014a), and nowadays it is essential in use cases such as energy demand estimation (Bahu et al., 2015; Kaden and Kolbe, 2014; Strzalka et al., 2010, 2011), determination of property taxes (Boeters et al., 2015), estimation of the population in a given area (Gröger and Plümer, 2013; Sridharan and Qiu, 2013; Dong et al., 2010; Ural et al., 2011; Lwin and Murayama, 2009), urban planning (Ahmed and Sekar, 2015), material flow modelling and quantification of development densities (Meinel et al., 2009), and in the volumetric visibility analysis of urban environments (Fisher-Gewirtzman et al., 2013).

We have computed the volume of building solids (in m³) with the Feature Manipulation Engine (FME*), automated by an iterating Python script. Because the volume calculated from the exterior shell systematically deviates from the volume of the interior, we follow the practice of Kaden and Kolbe (2014) who reduce the calculated volume by 25% to offset for the thickness of the walls and joists.

4.2.3 Analysis 3: Shadow casted by a building

The estimation of shadows cast by buildings and other urban features is a spatial analysis important for several use cases. For instance, the information of the shadow is used in the estimation of the insolation of buildings to account for the reduced yield for photovoltaic (PV) panels (Strzalka et al., 2012; Alam et al., 2013; Nguyen and Pearce, 2012; Fogl and Moudrý, 2016), in urban planning (Herbert and Chen, 2015), in determining the solar access of buildings (Morello and Ratti, 2009), in mass valuation of real estate (Helbich et al., 2013), and in developing strategies to mitigate heat (Bajsanski et al., 2016).

---

*https://www.safe.com/fme
We have implemented a software prototype that estimates the area of the shadow cast by a building on the ground, for several positions of the sun.

4.3 Experiments and discussion

We have generated \( n = 40000 \) buildings in 27 representations resulting in 1.1M CityGML models. The relatively high value \( n \) was selected in order to have a large number of diverse configurations of buildings. A visual excerpt of the generated models is illustrated in Figure 6.

![Figure 6](image)

Figure 6: A composite rendering of three subsets of our procedurally generated data sets: two LOD1 models with different footprint references separated by the thick black diagonal (LOD1-H5-F1, left of the diagonal, and LOD1-H5-F0, right), superimposed on an LOD3 model. Note that where the building has no overhangs the models correspond. Observe that some of the LOD1 models deviate more than the others depending on their configuration (e.g. compare the building on the far left with the garage in comparison with a building that has a flat roof and no overhangs).

Because of complex computations, in the third experiment (shadows) we use a subset of 400 buildings. However, due to the large number of measurements (for many different positions of the sun) we obtain a number of samples comparable to the number of samples available in the first two experiments.

The results of the three experiments are provided numerically in Table 3. In the following sections we compare the distribution of errors for a better understanding of the deviations, and discuss the results. In order to directly compare the differences between spatial analyses, in the table we present the relative errors.
Table 3: The relative RMSEs, expressed in percents, of the three analyses by the LOD and geometric references. The coloured markers indicate the magnitude of the error.

<table>
<thead>
<tr>
<th></th>
<th>Experiment 1</th>
<th>Experiment 2</th>
<th>Experiment 3</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>F0</td>
<td>Fd</td>
<td>F1</td>
</tr>
<tr>
<td>LOD1 H0</td>
<td>18</td>
<td>15</td>
<td>14</td>
</tr>
<tr>
<td>LOD1 H1</td>
<td>14</td>
<td>12</td>
<td>13</td>
</tr>
<tr>
<td>LOD1 H2</td>
<td>10</td>
<td>9</td>
<td>12</td>
</tr>
<tr>
<td>LOD1 H3</td>
<td>8</td>
<td>9</td>
<td>14</td>
</tr>
<tr>
<td>LOD1 H4</td>
<td>7</td>
<td>11</td>
<td>17</td>
</tr>
<tr>
<td>LOD1 H5</td>
<td>12</td>
<td>19</td>
<td>26</td>
</tr>
<tr>
<td>LOD1 H6</td>
<td>13</td>
<td>19</td>
<td>26</td>
</tr>
<tr>
<td>LOD2.1</td>
<td>7</td>
<td>8</td>
<td>12</td>
</tr>
<tr>
<td>LOD2.3</td>
<td>0</td>
<td>9</td>
<td></td>
</tr>
</tbody>
</table>

4.3.1 Results of experiment 1 (envelope)

Figure 7 shows the distribution of error of estimating the area of the building envelope. We observe from the results that there is a substantial difference between geometric references, and that the errors between references within the same LOD are not simply shifted—each distribution is unique, and it does not correspond to any known probability distribution. Some of the errors are gross (e.g. an error of 26% in case of LOD1-H6-F1), rendering models of this reference unusable for this purpose.

The peaks at 0 are from buildings with flat roofs without roof overhangs, where the geometric references do not have a significant influence.

Within LOD1 the RMSE ranges from 7% to 26%, while in LOD2 from < 1% to 12%.

Our experiments show that for LOD1 the most suitable geometric reference is the combination of F0 and H4, and for LOD2 a model with the footprint at its actual location (F0). The Fd reference seems to be somewhat advantageous over F1. A paradoxical observation is that some combinations of references show that a coarser LOD can be more accurate than a finer LOD (e.g. LOD1-H3-F0 has a smaller RMSE than LOD2.1-F1).

LOD2.3 models with the footprint at F0 appear to provide an advantage over LOD2.1 models with the same reference, due to the more factual representation of the roof.

4.3.2 Results of experiment 2 (volume)

The distribution of errors in the second experiment is given in Figure 8. We notice that the results are pronouncedly different from the first experiment, affirming that it is important to run these experiments for multiple different spatial analyses. In LOD1, the errors range from 9% to 56%, and in LOD2 from 10% to 38%. Again, there is a substantial number of samples for which the error is small (peaks at zero), due to a number of building configurations which do not differ much among different geometric references.
Figure 7: Results of the first experiment involving the computation of the area of the building envelope.

The experiments suggest that the optimal representation appear to include models with a horizontal reference F0, due to the more truthful representation of the building body. Furthermore, the experiments show that LOD1 models may be fairly accurate in the computation of the volume if their top surface is modelled at the half of the roof structure.

In this analysis, however, LOD2.3 models do not seem to provide an advantage over LOD2.1 models, since the roof overhangs are not included in the computation of the volume, and therefore their presence provides no advantage here.

4.3.3 Results of experiment 3 (shadow)

The results of the third experiment are shown in Figure 9. They also show that different geometric references have a substantial influence on this spatial analysis. Buildings with the footprint modelled at its actual location (F0) generally provide a more accurate analysis. LOD2.3 is more accurate than LOD2.1 when used for this purpose, since roof overhangs and dormers are present.
Errors in the computation of the building volume

Figure 8: Results of the second experiment involving the computation of the building volume.

The range of errors in LOD1 is from 13% to 31%, while in LOD2 the errors range from 1% to 14%.

4.3.4 Conclusions from the experiments

Our experiments show that models of different geometric references have a significantly different effect when used in a spatial analysis. For instance, the range of errors is different between spatial analyses (cf. 9–56% and 1–31%, for the second and third experiment, respectively), hence different spatial analyses exhibit different sensitivity by using different GRs.

The work therefore proves the importance of considering the geometric reference when acquiring and utilising 3D city models. The relative differences between the results of spatial operations utilising models of the same LOD but of different geometric references may be gross. The most important conclusions are:

1. We show that because each spatial analysis has different requirements there is no optimal geometric reference. Our approach can be used to determine the most suitable geometric
Errors in the computation of the building shadow

Figure 9: Results of the third experiment involving the estimation of the area of the shadow cast on the ground.

2. An interesting observation is that an LOD1 with a specific geometric reference may yield more accurate results than an LOD2 for some spatial analyses.

3. The results of the three spatial analyses indicate that the effect of the geometric references strongly depends on the configuration of the building. For instance, models of buildings with flat roofs and no roof overhangs are invariant across multiple LODs and geometric references. This is in contrast with buildings with a more complex configuration, such as the ones that contain non-flat roofs, and protrusions such as balconies, garages, and alcoves. We would expect that in other geographic areas, e.g. those with larger buildings and of different shape, the errors would be of different magnitudes. For future work it would be interesting to investigate the relation between the input distribution and the systematic error of the spatial analyses.

4. To some extent, the Fd reference seems to be advantageous over F1, however, it does more harm than good for buildings without overhangs or with overhangs that are shorter than the distance $d$. This is also visible in the histograms in the absence of peaks at 0.
5. The distribution of errors is not simply shifted between geometric references: it is unique for each geometric reference. This is caused by differences in the configurations of buildings.

These findings suggest that it is important to carry out such experiments for each spatial analysis to understand the different behaviour of the specifications, but several can be built upon these, so could be reused to quickly consider a new use case.

5 Conclusions and recommendations

In this paper we have researched geometric references in 3D building models, an important but frequently overlooked concept of the multiple representations of 3D city models that are of the same level of detail. We have examined geometric references in LOD1 and LOD2 models that appear frequently in practice, and we have performed experiments on data produced with a procedural modelling engine that generates 3D building models according to a large number of references. The experiments, performed on three use cases, have shown that there may be substantial discrepancies between models of different geometric references. This finding may also imply that there is no such thing as a general purpose 3D city model, since each use case prefers a model with a particular geometric reference. Therefore, when acquiring a 3D city model, the choice of the geometric reference should be driven by the intended use of the models. Furthermore, when dealing with multiple applications, one should accept uncertainty and the fact that the model will likely not be equally suitable for all applications.

An important and unexpected result is that the geometric reference may have a higher influence than the granularity (LOD) of the model: a coarse model acquired with a favourable geometric reference may yield a more accurate result than a finer model acquired with an adverse geometric reference.

Finally, in this section we give recommendations related to the adoption and utilisation of geometric references, and discuss a few important points.

5.1 Extension of the INSPIRE Building model

The INSPIRE Building model provides extensive metadata for the vertical and horizontal geometric references, but our research has shown that they are insufficient. We propose the following:

1. Supplemen ting the standard with additional references found in our research (Section 3).

2. Eliminating the ambiguous reference generalroof which indicates that the vertical reference may represent any point of the roof.
3. Enabling additional metadata on the references. For instance, in the case of the horizontal reference $F_d$, we propose enabling the notation of the offset; and in case of the reference $H_x$, we deem that it would be beneficial to state the lineage of the data that is used to derive the extruded models. This is especially beneficial for the increasing number of models derived by extruding footprints coupled with various information from cadastral data sets.

5.2 Extension of CityGML

CityGML is a common schema to store and exchange 3D city models, however, it does not provide a mechanism to store the geometric reference metadata, resulting in uncertainty and unknown lineage of the models. Therefore, we propose to extend the standard with INSPIRE metadata, and we have submitted a change request to the OGC to regard these geometric references.

However, instead of extending the schema, which is somewhat covered by the research of Gröger and Plümer (2013) and Biljecki et al. (2014b), we focus on two points of discussion that can aid the developers of the standard:

**Cardinality of the representations** The current version of the CityGML standard does not support storing multiple representations of the same LOD. Consequently, it is not possible to store two LOD1 models with different geometric variants. We encourage the developers of the standard to take this into account, since each representation provides a different value for a spatial analysis, hence, enabling the possibility of storing multiple models of different GRs might enable practitioners to switch the GRs and select the most suitable one.

**Granularity of the metadata** Nowadays, most of 3D city models are acquired with a consistent workflow, i.e. a city is surveyed by one party using one acquisition approach. This results in the geometric reference of buildings to be homogeneous across a data set.

However, an increasing number of 3D GIS data sets contains models of heterogeneous lineage, e.g. Over et al. (2010), Goetz and Zipf (2012), and Goetz (2013). In contrast to most models, this approach potentially results in different geometric references in the data set. For this reason, we argue that it is essential to provide the metadata on the building level, rather than on the data set level.

5.3 Integration in quality control procedures

The geometric reference is usually not considered in spatial data quality documents, e.g. ISO 19157 (ISO, 2013). We recommend the developers of quality standards to regard this important concept, by enabling the assessment of the geometric reference in the quality procedures, e.g. to express that the geometric reference in the data set does not correspond to the one noted in the metadata.
5.4 Production of an enhanced LOD2

Our experiments have shown that LOD2.3—the enhanced version of the LOD2—which contains explicitly modelled roof overhangs, may bring an improvement in accuracy and performance over the “usual” simple LOD2. Such models are not complex to acquire if terrestrial and airborne observations are available, hence, we encourage practitioners to consider this model in their production workflows.

Acknowledgements

We appreciate the information obtained from institutions and companies about their modelling practices which have served as input for this research. We gratefully acknowledge the comments by the anonymous reviewers. Furthermore, we thank Safe Software Inc. for providing us with a licence for FME.

This research is supported by the Dutch Technology Foundation STW, which is part of the Netherlands Organisation for Scientific Research (NWO), and which is partly funded by the Ministry of Economic Affairs (project code: 11300).

References


van der Hoeven, F., Wandl, A., 2015. Rotterdam: How space is making Rotterdam warmer, how this affects the health of its inhabitants, and what can be done about it. TU Delft.


Strzalka, A., Bogdahn, J., Coors, V., Eicker, U., 2011. 3D City modeling for urban scale heating energy demand forecasting. HVAC&R Research 17, 526–539.


